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Abstract. In industrial machining processes, the wear of a tool has a
significant influence on the quality of the produced part. Therefore, pre-
dicting wear upfront can result in significant improvements of machining
processes. This paper investigates the applicability of machine learning
approaches for predicting tool wear in industrial milling processes based
on real-world sensor data on exerted cutting forces, acoustic emission
and acceleration. We show that both Gradient Boosting Machines and
Temporal Convolutional Networks prove particularly useful to this end.
The validation was performed using the PHM 2010 tool wear prediction
dataset as a benchmark, as well as using a proper dataset gathered from
an industrial milling machine. The results show that the approach is able
to predict the tool wear within an industrially-relevant error margin.

Keywords: Tool wear prediction · Industrial Milling Processes · Tem-
poral Convolutional Network · Gradient Boosting Machine.

1 Introduction

In industrial machining processes, the wear of a tool has a significant influence
on the quality of the produced part. When the amount of tool wear is too great,
the process quality diminishes and unacceptable risks will occur (such as tool
breakage, collision of machines, etc.). Consequently, being able to predict the
wear of a tool upfront can lead to significant benefits for the production process,
such as a reduction of the machine downtime or a reduction of the scrap that
is generated during production with a tool that has worn too much. Therefore,
tool wear prediction can contribute to increase the automation of production
processes and is an important step towards Industry 4.0 for manufacturing com-
panies.



2 Van Herreweghe et al.

However, the prediction of tool life, i.e., the time a tool can work with an
acceptable amount of tool wear, is a non-trivial challenge. In most cases the the-
oretical lifetime of a tool is estimated by the tool suppliers at certain conditions
(e.g., speeds, amount of material to be machined within a certain time), based
on which safety zones can be defined in which the tool will be replaced. However,
these theoretical estimates are often too conservative and the actual operating
conditions are taken into account only to a limited extent. More accurate esti-
mation models can lead to a very important gain in production processes. This
problem can be solved in two ways: either the current amount of wear can be
estimated based on historical data and the actual operating conditions, or the
tool’s remaining useful life (RUL, i.e., the remaining time during which the tool
can be used with an acceptable amount of wear) can be predicted at a certain
point. When production companies know that the RUL is larger than the time
needed for a certain product, they can safely use that tool for producing another
product.

However, predicting tool wear is challenging, since wear is influenced by a
lot of factors such as friction, heat generation and cutting forces. Traditionally,
model- or physics-based approaches are used to predict the tool wear. However,
developing these kinds of mathematical models typically requires a thorough
understanding of the physical properties of the system. This prior knowledge
on the properties of a system is not always available, especially in the case of
complex manufacturing systems and processes. Due to the increasing availabil-
ity of sensors and infrastructure to monitor these machines and the respective
manufacturing processes, there is a growing interest in data-driven techniques
to perform tool wear prediction.

A number of data-driven approaches for the purpose of tool wear prediction
have already been proposed. Whereas they perform well, these methods are
typically only validated on benchmark data, which is typically generated using
optimal conditions. In this paper, the applicability of machine learning for tool
wear prediction is examined on real-world industrial data. We will focus on
milling, which is a machining operation where material from a workpiece is
removed by a rotary cutter. During this process, the milling condition is a crucial
factor for the quality of the workpiece. If the wear is too large, the milling process
becomes unstable and errors may occur. Examples of errors are a workpiece with
too rough of a surface, a cutter that breaks off or a collision of machine parts. The
main motivation to focus on milling operations is that the failure of a milling
tool can be responsible for 20% of the time that a milling machine is out of
service or not operational [8].

2 Related Work

Early research on tool wear prediction mostly focused on model-based approaches
to form mathematical formulas representing the accumulation of wear [16, 9, 2,
7], which requires expert knowledge of the underlying physical dynamics of the
milling process. This knowledge is costly and not always available.
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In contrast, data-driven models try to derive wear based on historical data
gathered by sensors on working machines. This problem got increased attention
since it was the subject of the PHM 2010 Data Challenge [14]. More specifi-
cally, the challenge focussed on RUL estimation for a high-speed CNC milling
machine cutter using dynamometer, accelerometer, and acoustic emission data.
Since then, most recent papers use the resulting dataset as a benchmark for this
problem setting.

Several regression models have been tested on their ability to predict tool
wear using sensory input. Convolutional neural networks (CNN) [10] are typi-
cally used to address problems involving sequential data, and have already been
used for tool wear prediction [15, 19]. However, generic CNNs are only able to
capture spatial information from input data, which limits their predictive accu-
racy on temporal data. Long short-term memory networks (LSTM) are capable
of capturing this temporal information. They typically outperform less com-
plex models such as support vector machines, random forests and multilayer
perceptrons [20]. In an effort to combine the strengths of LSTMs and CNNs,
combinations of both network types have emerged, such as the convolutional
LSTM [18]. Different variants of these networks have been used to predict tool
wear. Zhao et al. [19] compare two types of auto-encoders, a deep belief network,
a regular and a bi-directional LSTM and a convolution network for this problem.
The current state-of-the-art results on the PHM 2010 Challenge Dataset were
obtained by Qiao et al. [15] using a time-distributed convolutional LSTM, which
also exploits the temporal properties of the milling process to estimate the wear.
Besides LSTMs, gradient boosting machines (GBMs) have also been shown to
accurately predict tool wear [13].

During our research, we observed however that a number of papers apply ran-
domized cross-validation on a time series data set. As pointed out by Bergmeir,
Hyndman and Koo [3], this is an incorrect approach when dealing with time
series data. For example, Wu et al. [17] first combine 3 time series datasets,
randomly shuffle them and subsequently split them into training and test sets.
By doing so, one overfits on the test set as the model gains knowledge on the
process in each of the sets due to the random shuffling of the data.

3 Model selection

As the goal of this paper is to test the industrial applicability of machine learning
for tool wear prediction in industrial milling processes, the methods were selected
based on their computation speed (to enable near-real time prediction) as well
as their accuracy, were we put a threshold error margin of 20 µm in order to be
industrially relevant. Gradient Boosting Machine was selected due to its accuracy
in predicting the tool wear as well as its computation speed for predictions on
new input data. As a second model, Temporal Convolutional Network (TCN) was
selected due to its ability to exploit the temporal properties of the data, which
voids the need for manual feature engineering. While performance should be
comparable to LSTMs, in contrast TCNs are shown to be more computationally
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efficient at prediction time. In this section, the most important elements of both
methods are briefly discussed.

3.1 Gradient Boosting Machine

A gradient boosting machine for regression is an ensemble learning method de-
veloped by Friedman [4], consisting of multiple weak learners, typically decision
trees. Gradient boosting is a technique where weak learners are iteratively added
to the current model in a stage-forward fashion. These weak learners are fitted to
predict the negative gradient of any differentiable loss function. If the loss func-
tion L(y, F (x)) = (y − F (x))2/2 with y the target value, F (x) the prediction of
the current model for input example x and J =

∑
i L(yi, F (xi)) the function to

minimize, it follows that

∂J

∂F (xi)
=
∂
∑

i L (yi, F (xi))

∂F (xi)
=
∂L (yi, F (xi))

∂F (xi)
= F (xi) − yi. (1)

This can be rearranged to

yi − F (xi) = − ∂J

∂F (xi)
, (2)

which shows that we can interpret the residuals as the negative gradients.
Decision trees in which the response is continuous are called regression trees. This
iterative process is repeated until the model consists of a predefined amount of
regression trees.

The negative gradient is the direction of a step towards the minimum of the
loss function, but it does not determine the size of the step. The size of a step is
determined using the line search technique. This technique attempts to optimize
the loss function in function of the step size. For a regression tree with T leaf
nodes, the negative gradient will be calculated T times, once for every leaf node.
For every such computation, line search will be applied.

The shrinkage parameter is used to shrink the step size by a fixed factor.
The decrease of the step size should lead to better generalization capacities of
the gradient boosting machine [5].

3.2 Temporal Convolutional Network

The convolutional neural network variant suggested to capture spatio-temporal
information from sequential data is called a temporal convolutional network. A
temporal convolutional network is simply put a combination of a one-dimensional
fully-convolutional network and (dilated) causal convolutions. This network also
makes use of residual blocks.
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Dilated causal convolutions Since the TCN is a one-dimensional fully–
convolutional network (FCN) [12], the network consists solely of learnable filters
in one dimension, including the final layer of the network. This means that deci-
sions are only based on local spatial input. Causal convolutions guarantee that
no information from the future leaks to the past. Regular convolutions can only
reach a history with size linear in the depth of the network. Dilated convolutions
are used to circumvent this by enabling a receptive field that is exponentially
large in relation to the amount of layers in the network. The dilation depends
on a dilation factor d and a filter size k. The dilation factor indicates per layer
a fixed step between every two adjacent filter taps. This factor d is increased
exponentially with the depth of the network, which ensures that there is a filter
that hits each input within the effective history. The filter size k determines the
length of the filter and thus the amount of input elements that are used for a
convolution.

Residual blocks The receptive field of the TCN depends on the chosen values
for the dilation factor and filter size. Depending on these values, the network
can become too deep or large to be able to predict simple functions, such as
the identity function for example. To be able to overcome this, the TCN is
made of residual blocks [6] which aims to increase the stability of the network.
A residual block adds the input to the output of the transformations at the
end block, which makes the network learn modifications to the entity mapping
rather than the entire transformation. An 1x1 convolution is used to alleviate
possible discrepancies between the width of input and output. Within the used
implementation, a residual block consists of two dilated convolutional layers,
each followed by weight normalization, a rectified linear unit (ReLU) for non-
linearity and a spatial dropout layer. This setup is shown on Fig. 1.

Residual block (k, d)
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(1)Residual block (k=3, d=1)
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Dropout
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Dilated Causal Conv

Fig. 1. Residual block and residual connection where blue lines represent filters and
green lines are identity mappings [1]
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4 Experiments

To validate their industrial applicability, both the GBM and the TCN setup
were tested on both a benchmark dataset as well as on a dataset gathered from
an industrial setup. In this section, we will briefly discuss the datasets, the
experimental setup, the preprocessing steps and the model parametrization, as
well as the achieved results.

4.1 Data and Experimental Setup

The results will be evaluated on two different datasets, namely the PHM 2010
Challenge Dataset [14], which we will use as a benchmark dataset, as well as a
dataset gathered from an industrial setup in the Precision Manufacturing Lab of
Sirris. Both datasets contain time series data on forces (X, Y, Z), accelerations
(X, Y, Z) and the root mean square of the acoustic emission (AE), resulting in
a set of 7 parameters.

The benchmark dataset consists of six sets. In this paper, we will only use
subsets c1, c4 and c6, as these are the most frequently used sets in state-of-the-art
comparisons. Each of the sets consists of 315 cuts and for each cut around 220k
measurements are available. The industrial dataset consists of 2 groups of data,
which each contain 3 sets. The groups differ in terms of cutting speed and feeding
rate, only the first group of sets will be used in this paper. Each set consists of
approximately 100 cuts, with around 7k measurements for the forces and the AE
and 80 measurements for the accelerometer data (due to a lower sampling rate
of the available sensor). The milling operations in the industrial dataset were
performed with a Haas Super Minimill 3-axis milling machine, using a Sandvik
milling tool with a diameter of 16 mm. A similar setup as Li et al. [11] was used
(as depicted in Fig. 2), yet in contrast to the benchmark dataset, the AE sensor
is placed on the spindle instead of on the part itself. This was done to keep the
distance between the sensor and the cutting point constant. The cutting speed
and feed rate was set to 200 m/min and 159 mm/min respectively. The cutting
diameter was 16 mm, the radial and axial cutting depth were both set to 1 mm.

4.2 Preprocessing

Benchmark data This dataset is already fairly preprocessed in the sense that
it is ready to use the sensory data to generate features (for the GBM) or to
reduce the amount of time steps (for the TCN). Some force signals, however,
have very high peaks throughout the signals, which may be due to sensor faults.
The affected cuts have one or more of their force signals shifted, as shown in
Fig. 3. These peaks are flattened by linear interpolation between the beginning
and end of such peaks to verify the impact of these peaks on the performance
of both the GBM and TCN. The peak-flattening can occur on any force signal
and on one or more of its axes independently.

To this end, first the mean for every force signal for every cut is calculated.
We iterate over these mean values until we encounter an absolute change in value
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Workpiece 

Accelerometer AE Sensor 

Cutter 
Accelerometers 

Dynamometer

Fig. 2. Sensors on milling machine (taken from [11])

that exceeds a set threshold. The current index in the iteration is then defined
as the end of the peak. From this index we iterate in a backwards fashion until
we encounter an index of which the corresponding absolute value is less than the
absolute value of the end of the peak. This index is the start of the peak. We
do a linear interpolation for all indices between the start and end of the peak
and continue the iteration from the end of the peak, continuing the search for
more peaks. When the end of the list of mean values is reached, we subtract this
flattened list from the original list. The result is then a list with the differences
between the flattened and original values at indices where a peak is present,
and zero on all other indices. For each cut in a set, the differences are added to
all values of the corresponding force signal of that cut, which undoes the shift
shown on Fig. 3.

Industrial data The data gathered from the industrial process is raw and thus
requires extensive preprocessing. Only the main preprocessing steps will be ex-
plained. First, the measured acoustic emission ranges over multiple frequencies.
These measurements will be converted into a one-dimensional signal per cut by
calculating the root mean square (RMS) over all frequencies per time step. Sec-
ond, since measurements start before and after a complete cut, only the part of

Fig. 3. Shifted force signal on x axis
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Fig. 4. Drift correction on force signal

the signal during which the tool is in physical contact with the workpiece is re-
tained. This results in the synchronization of the signals. Third, due to the nature
of dynamometers, the reference point in the sensors is not constant which leads
to gradually shifting measured force values throughout operation. This symptom
is called drift and is corrected by subtracting the rolling mean of the signal from
the signal. The correction of drift is shown in Fig. 4. Fig. 4b also shows that both
ends of the signal may contain values that are different compared to the vast
majority of the signal. To limit the influence of these varying values, the first
and last 1,000 measurements of a signal are pruned. This amount of pruning has
been empirically shown to be the optimal value for both models. We believe that
this value is the optimal value in the trade-off between removing more deviating
values (higher value) and removing less potentially useful measurements (lower
value).

4.3 Feature selection and hyperparameter tuning

Gradient Boosting Machine For the benchmark set, maximum, minimum,
median, average, standard deviation, sum of the absolute values and the differ-
ence between the current mean and the mean of the previous cut were considered
for each of the parameters. For the industrial dataset, the same features except
the latter one were taken into account. Feature selection per parameter was
performed using a genetic algorithm.

Temporal Convolutional Network As suggested by the TCN literature, the
signals are summarized in multiple time steps by taking the maximum and the
average per time step. The number of measurements per time step thus equals
the number of measurements in the signal divided by the number of chosen time
steps. For the benchmark dataset, 100 time steps were used, whereas for the
industrial dataset the number of time steps was limited to 50 due to the more
limited number of acceleration measurements per cut. The features were scaled
using min-max scaling.
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4.4 Results

The results expressed in terms of mean absolute error (MAE) for the benchmark
dataset are shown in Table 1. The column names indicate the subset that was
used for testing, using the remaining two subsets for training the model. For
example, C1 indicates that subset c1 was used as test set, while subsets c4 and
c6 were used to train the model. The rows marked with a star indicate that for
this model the hyperparameters were optimized using grid search. The results are
given in micrometer and are rounded to 1 decimal. The results are the average
of 3 predictions with the same parameters.

Table 1. MAE for different models on the benchmark data

Model C1 C4 C6

GBM 10.9 14.4 13.7

GBM* 10.9 14.4 13.7

TCN 9.3 10.9 16.4

TCN* 9.5 10.9 8.5

CBLSTM [20] 10.8 7.1 9.8

TDConvLSTM [15] 6.99 6.96 7.5

The GBM was also compared with other methods that require manual feature
engineering (SVM and Random Forest), showing that the GBM obtained the
lowest MAE. Interesting to note is that the hyperparameter optimization did
not improve the results for the GBM.

Overall, the TCN with optimized hyperparameters obtains the best results.
These results are shown in Fig. 5. The results of the mean MAE are 2.5 µm
worse than the state-of-the-art models. The respective papers, however, do not
provide any additional statistics regarding the number of runs that were required
to obtain these results. The best average MAE for the TCN with optimized hy-
perparameters is 8.9 µm. Next to the best average MAE, the TCN also achieves
the lowest mean standard deviation of errors per predicted set. This means that
the size of the errors within a prediction does not differ that much from one
another.
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Fig. 5. Prediction of TCN* (Benchmark data)
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Similarly, Table 2 shows the obtained results on the industrial dataset. Also
for this dataset, the TCN obtains the best results for all calculated statistics. The
TCN with optimized hyperparameters not only obtains a good MAE, but also
a relatively low standard deviation of 0.09 on the average MAE results. Across
the 3 iterations, the average MAE thus remains stable. Fig. 6 again visually
represents the results for the best performing model.

Table 2. MAE for different models on the industrial data

Model I1 I2 I3

GBM 17.5 22.3 16.6

GBM* 13.7 21.1 16.6

TCN 14.3 24.1 14.3

TCN* 13.3 20.8 12.8
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Fig. 6. Prediction of TCN* (Industrial data)

Next to the accuracy, another important criterion for the industrial appli-
cability is the prediction time. On average, training the GBM with optimized
hyperparameters took 30 ms on a standard laptop. The prediction takes less than
8 ms (for both datasets). The TCN with optimized hyperparameters needed close
to 6 minutes for training and on average took 0.5 seconds for predicting on spe-
cialized computing infrastructure. For the industrial datasets, this took close to
13 minutes for training and 1 second for testing. Both models thus warrant a
near-real time prediction.

Overall, the results show that the TCN performs similar to the state of the
art on the PHM 2010 dataset, which confirms that convolutional networks are a
valid alternative for recurrent networks for predictions based on temporal data.
Also for the industrial dataset, the TCN was well able to predict the tool wear.
Both the TCN and the GBM resulted in the targeted accuracy of less than 20
µm in MAE on the industrial dataset.

The difference in accuracy between both datasets is probably caused by the
low sampling frequency of the accelerations in the industrial dataset, due to
which the acceleration signals are only taken into account to a limited extent
by the models. Also the sampling frequency of the forces and the acoustic emis-
sion is about 100 times larger in the benchmark dataset when compared to the
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industrial dataset, which can have an influence on the resulting model perfor-
mance. The training time measurements show that the TCN with optimized
hyperparameters requires approximately 3 times less time to train and half of
the time to predict when compared to the same model without hyperparameter
optimization. The hyperparameters thus have a strong influence on the speed of
the model. Since the TCN is more accurate than the GBM but requires in com-
parison much more training and prediction time, the choice between the TCN
and GBM for industrial settings needs to be based both on the requirements
regarding accuracy as well as on the available hardware to train the models and
make the predictions.

5 Conclusion and Future Work

In this paper, we investigated the applicability of two machine learning meth-
ods for predicting tool wear in industrial milling processes using sensor data on
exerted cutting forces, acoustic emission and acceleration. To this end, the use
of Gradient Boosting Machines and Temporal Convolutional Networks was vali-
dated on both a benchmark dataset as well as on a real-world industrial dataset.
The results show that both methods are able to predict the tool wear within an
industrially-relevant error margin of 20 µm in an acceptable computation time.

In future work, the generalizability of the approach to additional machine
settings (i.e., cutting speed, temperature) will be explored, as this could offer
new insights into the factors that determine the wear. Also the influence of the
material of the workpiece on the performance of the model will be examined
in more detail. Whereas currently only the force, accelerometer and acoustic
emission measurements of externally-mounted sensors were taken into account
as parameters for the prediction, also the use of parameters that are directly
gathered by the machine (i.e., power consumption) will be investigated.

Acknowledgements

This work was partially supported by Flanders Innovation & Entrepreneurship
(VLAIO) through the SBO project HYMOP (150033) and by the Brussels-
Capital Region - Innoviris through the TeamUp ROADMAP project. Part of
the computational resources and services used in this work were provided by
the VSC (Flemish Supercomputer Center), funded by the Research Foundation
- Flanders (FWO) and the Flemish Government — department EWI.

References

1. Bai, S., Kolter, J.Z., Koltun, V.: An empirical evaluation of generic convolutional
and recurrent networks for sequence modeling. CoRR abs/1803.01271 (2018)

2. Barrow, G.: Tool-Life Equations and Machining Economics, pp. 481–493. Macmil-
lan Education UK, London (1972). https://doi.org/10.1007/978-1-349-01397-5 59



12 Van Herreweghe et al.

3. Bergmeir, C., Hyndman, R.J., Koo, B.: A note on the validity of cross-validation for
evaluating autoregressive time series prediction. Computational Statistics & Data
Analysis 120(C), 70–83 (Apr 2018). https://doi.org/10.1016/j.csda.2017.11.003

4. Friedman, J.H.: Greedy function approximation: a gradient boosting machine. An-
nals of Statistics pp. 1189–1232 (2001)

5. Hastie, T., Tibshirani, R., Friedman, J.: Boosting and additive trees. In: The ele-
ments of statistical learning, pp. 337–387. Springer (2009)

6. He, K., Zhang, X., Ren, S., Sun, J.: Deep residual learning for image recognition. In:
Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition.
pp. 770–778 (2016)

7. Kuljanic, E.: Effect of stiffness of tool wear and new tool life equation. CIRP Annals
23, 15–16 (01 1974). https://doi.org/10.1115/1.3438707

8. Kurada, S., Bradley, C.: A review of machine vision sensors for tool
condition monitoring. Computers in Industry 34(1), 55 – 72 (1997).
https://doi.org/https://doi.org/10.1016/S0166-3615(96)00075-9

9. L. B. Dos Santos, A., Duarte, M., Abrao, A., Machado, A.: An optimisation pro-
cedure to determine the coefficients of the extended taylor’s equation in machin-
ing. International Journal of Machine Tools & Manufacture 39, 17–31 (01 1999).
https://doi.org/10.1016/S0890-6955(98)00025-X

10. LeCun, Y., Boser, B., Denker, J.S., Henderson, D., Howard, R.E., Hubbard, W.,
Jackel, L.D.: Backpropagation applied to handwritten zip code recognition. Neural
Computation 1(4), 541–551 (1989)

11. Li, X., Lim, B., Zhou, J., Huang, S., Phua, S., Shaw, K., Er, M.: Fuzzy neural
network modelling for tool wear estimation in dry milling operation. Annual Con-
ference of the Prognostics and Health Management Society, PHM 2009 (01 2009)

12. Long, J., Shelhamer, E., Darrell, T.: Fully convolutional networks for semantic
segmentation. In: Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition. pp. 3431–3440 (2015)

13. Murua, M., Suarez, A., Lacalle, L., Santana, R., Wretland, A.: Feature
extraction-based prediction of tool wear of inconel 718 in face turning. Insight
- Non-Destructive Testing and Condition Monitoring 60, 443–450 (08 2018).
https://doi.org/10.1784/insi.2018.60.8.443

14. PHM Society: 2010 PHM Society Conference Data Challenge,
https://www.phmsociety.org/competition/phm/10

15. Qiao, H., Wang, T., Wang, P., Qiao, S., Lan, Z.: A time-distributed spatiotemporal
feature learning method for machine health monitoring with multi-sensor time
series. Sensors 18, 2932 (09 2018). https://doi.org/10.3390/s18092932

16. Taylor, F.W.: On the Art of Cutting Metals. American Society of Mechanical
Engineers (1906)

17. Wu, D., Jennings, C., Terpenny, J., Gao, R., Kumara, S.: A comparative study on
machine learning algorithms for smart manufacturing: Tool wear prediction using
random forests. Journal of Manufacturing Science and Engineering 139 (04 2017)

18. Xingjian, S., Chen, Z., Wang, H., Yeung, D.Y., Wong, W.K., Woo, W.c.: Convolu-
tional LSTM network: A machine learning approach for precipitation nowcasting.
In: Advances in Neural Information Processing Systems. pp. 802–810 (2015)

19. Zhao, R., Yan, R., Chen, Z., Mao, K., Wang, P., Gao, R.X.: Deep learning and
its applications to machine health monitoring. Mechanical Systems and Signal
Processing 115, 213 – 237 (2019)

20. Zhao, R., Yan, R., Wang, J., Mao, K.: Learning to monitor machine health
with convolutional bi-directional LSTM networks. Sensors 17, 273 (01 2017).
https://doi.org/10.3390/s17020273


